Lab-1 DDPM

¥

Task 1 - Swiss Roll Task 2 - Image Generation

TA: Yi-Ruei Liu
Due: 2026/10/1 (Thu.) 23:59



Links

* DDPM paper
e Starter code



https://arxiv.org/abs/2006.11239
https://arxiv.org/abs/2006.11239
https://github.com/shigon255/Lab1-DDPM
https://github.com/shigon255/Lab1-DDPM

Task1 — Swiss Roll

We’re going to model a simple “Swiss Roll” 2D distribution.
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Task1 — Swiss Roll

* You’ll implement key components of training a DDPM:
* SimpleNet: prediction network
* g_sample: forward process
* p_sample: reverse process
* compute loss



Task1 — Swiss Roll

TODO #1 - SimpleNet

- 2d_plot_diffusion_todo/network.py

1. Noise data x;
2. Currenttimestep t

4 N\

SimpleNet
#TODO

Predict Noise
€ (mt: t)




Task1 — Swiss Roll

TODO #2 - g_sample
- 2d_plot_diffusion_todo/ddpm.py




Task1 — Swiss Roll

TODO #2 - g_sample
- 2d_plot_diffusion_todo/ddpm_tutorial.ipynb

Visualize q(x_t)

You’ll see this if you correctly
implement g_sample()
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Task1 — Swiss Roll

TODO #3 - p_sample
- 2d_plot_diffusion_todo/ddpm.py

Do
Howtoget Ty —— T¢—1 7

1. Predict noise from SimpleNet

2. polxnt) = 75 (fﬂt - x._,xf_*—méa(mt,t)) Eq. 11

-

3. B =1%p Sec. 3.2

1—a

4. Ty-1 = #H(mf:t) + \/EZ, z ~ N(Oa I) Eq' 11




Task1 — Swiss Roll

TODO #4 - p_sample_loop
- 2d_plot_diffusion_todo/ddpm.py




Task1 — Swiss Roll

TODO #5 - compute loss
- 2d_plot_diffusion_todo/ddpm.py

[ Ers 1 ocevten 126 (2 £) — £0]12] ]




Task1 — Swiss Roll

TODO #6 —train & evaluate

You’ll see this if you correctly

- 2d_plot_diffusion_todo/ddpm_tutorial.ipynb Implement TODO #1 - #5
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Task1 — Swiss Roll

TODO #7 —report

* Complete and explain the implementation of all TODO codes (20pts)

* Figure of g_sample implementation (10pts)

* Figure of the loss curve and the output distribution (10pts)
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Task2 — Image Generation

Let’s model a higher dimension distribution: Images!




Task2 — Image Generation

* You’llimplement the similar things in task 1, and
* Different beta scheduler: linear, quadratic, and cosine
* Different prediction target: noise, x0, mean



Task2 — Image Generation

TODO #1 —add _noise

- image_diffusion_todo/scheduler.py

Hint: similar to g_sample




Task2 — Image Generation

TODO #2 — beta_scheduler

- image_diffusion_todo/scheduler.py

q(z¢ | o) = Vagwo + V1 —ave, €~ N(0,I)

ap =1 ﬁ:.

C_I;—Hﬂfi

i=1
_ f® t/T+s m\°
at=ﬁ,f(t)=cus( 1T E)



Task2 — Image Generation

TODO #3 - predictor

- image_diffusion_todo/scheduler.py

Implement three types of predictors:

Mean predictor ug(x;, t)

X, predictor Xg(x,, t)
g; predictor €g(xg, t)

Hint: recall what you’ve done in p_sample




Task2 — Image Generation

TODO #4 - compute loss

- image_diffusion_todo/model.py

1. Mean predictor ug(x;,t):

E>1,9Ceelxo) e (X ) — A (X, %) [1°]

2. x, predictor Xg(x;, t):

Ets1,q0x,1x0) [I1Bo (21, 1) — x0]1°]

3. & predictor £g(x, t):

Et}l,q(xrlxﬂ} [”'%E(xb t) - Etllz]




Task2 — Image Generation

TODO #4.5 - verify (optional)

- image_diffusion_todo/tests/test_todo.py

Optional reference check: compare your implementation with the TA’s. Not graded.
You can implement it your way, your score depends only on the FID score and the report.

This might prevent you from wasting your time for training with incorrect implementation.



Task2 — Image Generation

TODO #5 —train

Run image_diffusion_todo/dataset.py to download the train & val dataset.

Run image_diffusion_todo/train.py to train the diffusion model.
- Please train for 50k — 100k iters for convergence.
- I’ll take around 6hrs or more per train, so start training ASAP.

Run image_diffusion_todo/sampling.py on your trained ckpt to generate some images

Run image_diffusion_todo/fid/measure_fid.py to evaluate your generated images’ quality.

FID: 229.33834138594412 FID: 10.844529455220403

Incorrect FIDs Correct FIDs



Task2 — Image Generation

TODO #5 —train

- You’ll need to test with different beta schedulers and predictors
- {linear, quadratic, cosine} scheduler + noise predictor
- linear scheduler + {noise, x0, mean} predictor

- Observe the denoising process and result’s quality.
- Trajectory figures (step={step}-traj.png) show the denoising process




Task2 — Image Generation

TODO #6 —report
Complete and Explain of all TODO codes (30pts).

Show the trajectory figures and compare results across three beta schedulers (10pts)

LY
!
. é& 8 samples per predictor, 24 in total.

Screenshot the best FID of your training result. (20pts)

20pts:FID<15

15 pts: 16<FID< 20
10 pts: 20=FID< 30
5pts:30=FID<40
Opts:FID = 40



Submission

Create a single ZIP file {ID}_lab1.zip including
- The report PDF

- The code without training checkpoints, dataset, and the Inception Network weight.

See the README for detailed instruction
Due: 2026/10/1 (Thu.) 23:59. Please start early.
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